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3.1 Introduction

Language is a uniquely human endowment — no other animal communicates using
a system as rich or inventive as human language. Statistical learning approaches to
language emphasize the richness of the human communication: it is the primary source of
data from which the child identifies the patterns in their native language. Statistical
learning refers to the process of identifying units in the input, such as words or
categories, by discovering what features of the input predict other features, and grouping
features that are likely to co-occur. It is a domain general ability, meaning that learners
can discover these statistical relations in many different types of input, including
language, music, vision, and other sensory modalities (Fiser & Aslin, 2001; Saffran et al.,
1997). Humans, from infancy to adulthood, and several species of animals show
evidence of statistical learning, suggesting that the mechanism that gives rise to statistical
learning is both evolutionarily old and present from — or near to — birth (Kirkham et al.,
2002; Toro & Trobalon, 2005). This presents a challenge for theories of language that
emphasize learning: if animals and adults are capable of statistical learning, why do
infants learn language more successfully than any animal, and most adults (e.g., Johnson
& Newport, 1989)? To begin to answer this question, it is necessary to understand what
statistics learners can detect, how the characteristics of the learning mechanism and the
learner affect learning, and how these characteristics change with age.

The definition of statistical learning — the process of using likelihood of
occurrence to group elements in the environment — is in some ways similar to the
definition of associative learning. Association is clearly an important component of
statistical learning, which requires the ability to associate two stimuli that are likely to co-
occur. But the two kinds of learning are not identical; there are many examples of
associative learning that are not statistical learning, such as fear conditioning and food
aversion. Bregman (1934) found that, while infants could be conditioned to fear rats by
pairing them with the presentation of a loud noise, it is much more difficult to condition
them to fear inanimate objects, such as wooden blocks or swatches of cloth (cf. Cook &
Mineka, 1990). Even though the statistical relation between loud noises and the
inanimate objects is the same as the relation between loud noises and rats, learning
proceeds differently. Similarly, consider food aversion: the well-known distaste for a
particular food that can be acquired when sensations of nausea follow shortly after eating
the food (Bernstein & Borson, 1986). This aversion can develop even after several
experiences in which the food was not associated with nausea — that is, even though there
is, statistically, a low probability of the food leading to unpleasant outcomes.

Saffran et al.’s (1996a) experiments on word segmentation in infancy provide a
concrete example of statistical learning. In their experiments, infants heard a nonsense
language made up of four three-syllable words, such as golabu, padoti, tupiro, and
bidaku. Within a word, syllables always predicted each other; after go, la occurred 100%
of the time. At the end of a word, however, the next syllable is unpredictable, as any of
the other three words could subsequently occur. This mimics a property of natural
languages: sound sequences are typically more predictable within words than at word
boundaries (e.g., Swingley, 2005). After listening to the artificial language, infants were
able to distinguish between predictable sequences (words like golabu) and unpredictable
sequences (sequences that crossed word boundaries, like bupado). Infants’ ability to
distinguish between the predictable and unpredictable sequences indicates that they were



able to identify which syllables cohered by identifying the statistical relations between
syllables.

The defining feature of statistical learning, then, is not that it leads to associations
between A and B, but that the formation of these associations is governed by the
statistical relationship between A and B. In the remainder of this chapter, we will
examine statistical learning in more detail, focusing on three questions. First, to what
statistical features of the environment are learners sensitive? Second, how is statistical
learning constrained? Finally, how do the characteristics of the learning organism affect
the outcome of statistical learning?

3.2 To what statistical features of the environment are learners sensitive?

Statistical learning is guided by the statistical information in the environment.
But what statistics do learners detect? The literature on statistical learning contains a
wide variety of examples. At a descriptive level, we can group these statistics into two
broad categories: conditional statistics, and distributional statistics. Conditional statistics
specify the likelihood of some event Y, given information about whether some other
event X has occurred. These conditional statistics are a subtler metric of the strength of
the relation between two events than the simple frequency of their co-occurrence.

Distributional statistics assess the central tendency and variability of members of
some population, such as a distribution of colors ranging from a prototypical blue, to
blue-green, to a prototypical green. How likely is each color to occur? Which color is
most common? Those familiar with Bayesian statistics might see some similarity
between the categories of conditional and distributional statistics, and the ideas of
conditional and prior probabilities. While distributional statistics and conditional
statistics have a different flavor at a descriptive level, they may arise from the same
mechanisms, a question we will discuss in section 3.2.3.

3.2.1 Conditional statistics

Transitional probability is the most familiar statistic in the statistical learning
literature, and it provides an excellent introduction to conditional statistics. The
transitional probability between two items, X and Y, can be formalized as the number of
times the sequence X-Y occurs, divided by the number of times X occurs. If the
sequence X-Y occurs 50 times, and X occurs 100 times, then the transitional probability
between X and Y is.5. When X occurs, it is followed by Y 50% of the time. Both
infants and adults can use transitional probabilities to group items that are highly likely to
co-occur (Aslin et al., 1998). For example, infants can use transitional probabilities to
group syllables, and segment words from fluent speech (Saffran et al., 1996a). Indeed,
infants are sensitive to transitional probabilities from 2 months of age, if not before
(Kirkham et al., 2002).

In experimental demonstrations of statistical learning, the sequences with high
transitional probabilities are very high indeed (often approaching or equaling 1.0),
whereas the sequences with low probabilities contain at least one juncture with a
transitional probability at or below .33. Adults are able to make distinctions between
high- and low-probability sequences when the distinction is less extreme (e.g., Saffran et
al., 1996b). As yet, it is unclear what minimum difference in transitional probabilities



learners need to differentiate between sequences, or if this “just noticeable difference”
changes as a function of the learner’s age, or of the type of the stimuli.

While our discussion of transitional probabilities has so far been limited to X and
Y pairs in which Y immediately follows X, many of the relations infants and adults learn
involve regularities between elements that are not immediately adjacent. This is
especially true of languages. While the predicts that a noun will follow, the noun can
follow several words later (as in the big brown dog). If learners’ statistical sensitivity
were limited to detecting relations between adjacent items, it would be a severely limited
learning tool. However, several experiments have demonstrated that both infant and
adult learners can detect non-adjacent transitional probabilities (Newport & Aslin, 2004;
Creel et al., 2004). That is, in sequences where X and Y are separated by intervening,
unpredictable elements — such that listeners might be exposed to XAY, XBY, XCY -
participants are able to learn that X predicts a following Y.

Though transitional probabilities are clearly useful and informative, there are
many different kinds of conditional statistics available to learners beyond transitional
probabilities. One such is co-occurrence probability, the likelihood that two (or more)
events occur together. While transitional probabilities assess sequential relationships, co-
occurrence statistics measure simultaneous relations. Both infants and adults are
sensitive to co-occurrence statistics (Chun & Jiang, 1999; Younger & Fearing, 1998).
Thus, transitional probabilities are but one example of the kinds of conditional statistics
to which learners are sensitive. This suggests that statistical learning may be applied in a
wide variety of different learning situations.

One of the reasons that conditional probabilities are so useful to learners is that
they are a more sensitive measure of the strength of the relation between two (or more)
items than simple frequency of co-occurrence. Consider the causal reasoning situation
that Schulz and Gopnik (2004) presented to preschool children. In their experiment, two
objects, A and B, are possible causes for an event X. Children are twice shown that A
and B, together, cause event X to occur. They are then shown once that A, alone, causes
the event to occur. B, seen once alone, does not. Critically, children have seen B three
times, and more often than not, B preceded event X. But the conditional probability
between A and X (100%) is much higher than the conditional probability between B and
X. Accordingly, children determined that A was the cause of the event, and B was not a
cause.

Several subsequent experiments have confirmed that young children and even
infants are successful at using these kinds of conditional probabilities to identify causal
relations (e.g., Sobel & Kirkham, 2007; Sobel et al., 2004). Similarly, several theorists
have proposed that conditional probabilities might play a critical role in infants’
discovery of referential relations between words and objects (Yu & Smith, in press). If a
word occurs in the presence of 3 objects, A, B, and C, it can be difficult to determine to
which of those objects the word refers. If the word is uttered a second time, in the
presence of objects B, D, and E, the conditional probability between the word and object
B is relatively higher than the conditional relation between the word and other objects,
which can provide a cue for word learning. The fact that conditional statistics are useful
in such disparate situations as causal reasoning and word learning provides some insight
into how widely useful conditional statistics might be.



3.2.2 Distributional statistics

While conditional statistics are clearly informative, they are not the only kind of
statistical information to which learners attend. An additional group of statistics can be
described as distributional statistics, as opposed to conditional statistics. Distributional
statistics reflect the relative frequency of an event. For example, if X occurs 70 times,
and Y occurs 30 times, we might say that the distributional probability of X is 70%. As
such, distributional statistics reflect information about the central tendency, and
variability, of a group of events. Even very young infants are sensitive to these kinds of
distributional statistics (e.g., Dougherty & Haith, 2002; Maye et al., 2002).

Distributional statistics have long been suggested to be important for various
aspects of language learning (e.g., Reber & Lewis, 1977). Indeed, distributional statistics
may play a role in one of the most striking linguistic developments in the first year of
life: infants” adaptation to the phonemic structure of their native language. At birth,
infants distinguish between phonemic contrasts not found in their native language. After
their first birthday, infants are primarily sensitive to those sounds that are phonemic —
indicate a difference in meaning — in their native language (e.g., Werker & Tees, 1984).
The phonemic categories that a language employs affect the distribution of sounds in the
input (Werker et al., 2007). Sounds near the prototypical center of a category occur
frequently. Sounds that fall between phonemic categories — and as such are ambiguous —
are comparatively rare. Infants are sensitive to this kind of distributional information.
When exposed to a bimodal distribution of sounds — a distribution with two modes, and a
sparsely populated region between the two prototypical centers — infants are more likely
to discriminate between the two prototypes. When exposed to a distribution where one
central sound occurs most frequently, infants are less likely to discriminate (Maye et al.,
2002). This kind of sensitivity to distributional probabilities may explain how infants
adapt to the phonemic structure of their native language in the first year of life.

One aspect of distributional statistics is the ability to identify the most common
feature or pattern in the input, as in responding differently to unimodal or bimodal
distributions. Sensitivity to distributional information can allow learners to, for example,
learn a pattern that regularly occurs, but is occasionally violated (e.g., Saffran &
Thiessen, 2003). But another aspect of distributional statistics is information about
variability. Variability can be thought of as a measure of whether the distributional
probabilities of a set of two (or more) events are equivalent, or skewed. In a situation
where all of the events have roughly equal distributional probabilities, there is high
variability: any of the possible events is equally likely to occur, so it is impossible to
predict which one will occur. In a situation where one of the events has a markedly
higher probability, there is lower variability, as it is likely that the probable event is the
one that will occur next.

Adult learners can be exquisitely sensitive to the variability in their environment
(e.g., Mueller et al., 1974). Infants are also sensitive to variability in the environment,
although they may respond to variability differently than adults (Hudson Kam &
Newport, 2005). Variability has been argued to play a particularly important role in
many kinds of learning: variable elements may serve to highlight invariant structural
elements in the input (e.g., Gbmez, 2002). For example, when learning to identify
meaning in speech, listeners must learn that some changes in the acoustic signal a
difference in meaning (as in big vs. pig). Other changes in the acoustic signal, such as



changes in speaker identity (two different speakers saying pig), do not signal a difference
in meaning. Acoustic information that is not meaningful may vary more widely than
acoustic information that indicates a difference in meaning. Singh (in press) argues that
speaker variability focuses infants on the phonemic identity of words.

3.2.3 Are distributional and conditional statistics tracked by the same learning
mechanism?

At a descriptive level, conditional statistics and distributional statistics appear to
capture different kinds of information. Conditional statistics describe the strength of the
relation between two or more items, while distributional statistics describe the central
tendencies and variability of a distribution of items. While both entail learning from the
statistical structure of the environment, an important question to ask is whether they are
really the same kind of learning. That is, do they arise from the activity of the same
learning mechanisms? There are a variety of ways one could attempt to resolve this
question. As with all questions of mechanism, no single approach will be definitive, so
we will discuss two: formal approaches, and behavioral approaches.

A formal approach emphasizes identifying the computations that learners
perform. And at a formal level, there are indeed similarities between conditional and
distributional statistics. Both kinds of statistics require learners to track at least a rough
approximation of the frequency of events in the environment. Indeed, conditional
probabilities can be thought of as a special case of distributional probabilities. A
conditional probability is simply a context-sensitive distributional probability.
Distributional probabilities track the likelihood of some event, Y. Conditional
probabilities track how likely Y is to occur in a particular context: after X. As one would
expect from probabilities with so much in common, several computational architectures
are capable of learning from both kinds of statistics (e.g., Christiansen, Allen, &
Seidenberg, 1998; Vallabha et al, 2007)

Despite these similarities, much work at the formal level remains necessary for a
complete understanding of statistical learning. It is not clear which formal statistics best
approximate the statistical regularities to which learners are sensitive. Consider
transitional probabilities. Some authors have suggested that mutual information may
better simulate learners’ statistical intuitions (e.g., Redington et al., 2002; Swingley,
2005). Transitional probability computes relations unidirectionally, moving forward in
time — after X has occurred, what is the probability that Y will occur next? Mutual
information captures the strength of a relationship in both directions — not only whether X
is likely to predict Y, but what is the likelihood that Y has been preceded by X. These
relations are not identical; while there is a high probability that the word dog is preceded
by the, there is a much lower probability that the leads to dog, as many words can follow
the.

In many situations, transitional probabilities, mutual information, and other
formal statistical indices of relatedness highlight the same cohesive units in a sequence.
However, in some situations they make different predictions, and recent research has
begun to examine which kinds of statistics best capture learners’ performance (e.g., Aslin
et al., 1998; Xu & Tenenbaum, 2007). While it is unlikely that learners are computing
formal statistics, understanding which formal statistics best characterize learning will
lead to more precise definition of the underlying learning mechanisms that capitalize on



the statistical regularities in the environment. Thus, it is important to remember that
when we speak of transitional probabilities, or any other formal statistic, these are only an
approximation of the statistics learners are performing, and perhaps not an optimal
approximation. This uncertainty makes it difficult to assess, at a formal level, whether
sensitivity to conditional and distributional statistics is mediated by the same or different
learning mechanisms.

Related to the question of what formal statistic best expresses how learners detect
relations between X and Y can learners detect is an additional formal question: what are
Xand Y? That is, what are the primitive units over which these computations are
performed, and do they differ as a function of the kind of statistic learners detect? For
example, consider the synthesized speech Saffran et al (1996a) used to assess whether
infants use transitional probability as a cue to word segmentation. This language contains
four three-syllable nonsense words: tupiro, golabu, bidaku, padoti. In a speech stream
like this, there are two especially likely units over which to compute transitional
probabilities: syllables, and phonemes. Infants may be computing the transitional
probabilities between units like bi and da, or units like /b/ and /i/. In Saffran et al’s
original language, transitional probabilities were higher within words than at word
boundaries for either kind of unit of computation. Subsequent experiments indicate that
infants may rely primarily on computations between phonemic units (Newport et al.,
2004). Similarly, phonemes seem to be privileged over syllables in the identification of
non-adjacent transitional probabilities (Newport & Aslin, 2004). However, there is likely
no single answer to the question of which units of representation are the primitive units of
computation. Different types of stimuli will entail different primitives, and even within
the same type of input, learners can use different units as a function of the structure of the
input (Saffran et al., 2005).

A complementary approach to the question of underlying learning mechanisms
focuses on behavioral data. If sensitivity to different kinds of statistical information
arises from different learning mechanisms, than there should be a divergence in the age at
which sensitivity emerges, or species that show sensitivity to one kind of statistic, but not
another. Adults, of course, are sensitive to both conditional and distributional statistics.
By 8 months, infants are also sensitive to both conditional and distributional statistics
(e.g., Maye et al., 2002; Saffran et al., 1996a). Currently, there is little data to indicate at
which age sensitivity to these kinds of statistical information first emerges (though see
Kirkham et al., 2002). Animal models may also informative with regard to this question.
If sensitivity to distributional and conditional statistics arise from different mechanisms,
it would be logically possible to find a species sensitive to one, but not both. Clearly,
species other than humans are sensitive to many kinds of statistical relations, (e.qg.,
Kluender et al., 1998; Toro & Trobalon, 2005), so future research comparing the
commonality of sensitivity to these kinds of information across species may yield new
insights.

In summary, statistical learning refers to learning that is guided by the statistical
structure of the environment. But as we have seen, there are a variety of potential
statistical relations to which learners could attend. Even beyond the two broad types of
statistical information — conditional and distributional statistics — there are a multitude of
potential statistical relations available based on the elements of computation: for
example, phonemes, syllables, words, and phrases. How can learners possibly sort



through this multitude of potential statistics, and discover useful relations? This is the
question we address in the next section.

3.3 Constraints on statistical learning

One of the perils of statistical learning is what Pinker (1997) has termed a
“combinatorial explosion.” There are, in principle, an infinite number of statistical
relations a learner might attempt to track in the input. There are multiple types of
statistics, multiple possible units of statistical analysis, and multiple distances over which
one might attempt to identify regular patterns. But while there are an infinite number of
possible statistics a learner might compute, there are only a finite number of exemplars a
learner experiences to determine which statistics are fruitful. For learning to succeed,
statistical learning must be constrained such that not all statistics are equally likely to be
considered.

An additional argument for constraints on statistical learning arises from the study
of language. Across the globe, linguistic systems share deep commonalities in the way
that they are organized, despite surface dissimilarities (for discussion, see Pinker, 1994).
If languages are learned via an unconstrained learning mechanism, languages should vary
more widely than is actually observed. One way to resolve this apparent quandary is to
suggest that linguistic universals arise from children’s innately endowed linguistic
abilities, including innate knowledge about the structure of language (e.qg., Pinker &
Bloom, 1990). This is the central hypothesis of the Universal Grammar tradition. The
key prediction of Universal Grammar is that language learning is constrained in ways that
are unique to language. That is, infants learn about language using innate knowledge or
mechanisms that are domain-specific; cross-linguistic similarities are a result of these
domain-specific constraints on language acquisition.

3.3.1 Constrained statistical learning

An alternative perspective suggests that language is learned, at least in part, via
domain general statistical learning mechanisms. However, these mechanisms are
constrained, such that not all relations are learned equally well (e.g., Fiser & Aslin, 2005;
Newport & Aslin, 2000; Saffran, 2003; Saffran & Thiessen, 2003). Importantly, these
constraints are not specific to language. Instead, just as statistical learning is a domain-
general process, operating on many different kinds of input, the constraints on statistical
learning are domain-general. According to this framework, the similarities across
languages are one source of evidence that can identify the constraints on statistical
learning. These cross-linguistic similarities arise because learners are not blank slates;
they prefer certain kinds of statistical relations. Human languages have been shaped by
generations of language learners. Linguistic structures that fit with the constraints on
statistical learning — and thus are easier to learn — survive, while structures that do not fit
within the constraints on statistical learning are less likely to persist. To the extent that
constraints on statistical learning exist, they also simplify the combinatorial explosion
problem, as some statistical relations will never be considered. But learning in non-
linguistic domains should be similarly constrained.

This proposal immediately raises two related questions: is there evidence to
suggest that statistical learning is constrained, and, if so, what are these constraints?
Research with infants strongly indicates an affirmative answer to the first question.



Constraints on statistical learning exist; infants learn some patterns more easily than
others (e.g., Saffran, 2002; Saffran & Thiessen, 2003). Research with adults, and
computational simulations, suggests similar conclusions (e.g., Endress et al., 2005;
Pepperkamp et al., 2006). Note, however, that results from adults present an
interpretational difficulty. When these results indicate that adults’ learning is
constrained, especially in ways that would appear adaptive for language, the constraints
may have arisen from adults’ experience with language.

According to the constrained statistical learning framework, the constraints on
learning should be consistent with cross-linguistic structure. Saffran and Thiessen (2003)
tested this claim by exploring infants’ learning of phonotactic regularities. Phonotactics
refers to the patterns of sound combinations a language allows. A phonotactic regularity
in English, for example, is that /fs/ can occur at the ends of syllables (as in giraffes), but
not at the beginning. Cross-linguistically, phonotactic regularities quite often involve
generalizations across classes of sounds, such as voiced sounds or fricatives. Phonotactic
regularities that govern a mix of sounds from multiple classes (e.g., two fricatives and a
stop consonant), with no higher order commonality between them, are less common
cross-linguistically (Chomsky & Halle, 1968). Saffran and Thiessen found evidence that
English-learning infants learn patterns that are more likely to occur cross-linguistically
more easily than patterns which are unlikely to occur cross-linguistically.

Findings of this nature can potentially provide explanations for why languages
show the types of patterns they do. Patterns that are difficult for infants — the primary
language learners in a community — may be less likely to be preserved in language. But
critically, according to the constrained statistical learning hypothesis, the difficulty in
learning does not arise from knowledge or constraints that are specific to language.
Instead, these are constraints on the learning mechanisms themselves, which should apply
across a number of domains. As such, one of the primary empirical claims of the
constrained statistical learning hypothesis is that the constraints on learning from
linguistic stimuli should also constrain learning of non-linguistic stimuli. While this
claim has not been exhaustively examined, at least one series of experiments has found
similar constraints operating over both linguistic and non-linguistic stimuli (Saffran,
2002).

3.3.2 How constraints simplify the learning environment

The constrained statistical learning framework makes an additional claim, which
is that the constraints on learning simplify the learning problem. In particular, constraints
should make a “combinatorial explosion” less likely. An example of this kind of
constraint is the embeddedness constraint proposed by Fiser and Aslin (2005). Using
visual stimuli, they found that participants who had discovered a superordinate structure
were insensitive to the statistical relation between subordinate elements of the
superstructure. For example, while participants were able to identify that shapes A, B,
and C predicted each other (they were all members of a three-shape complex with high
co-occurrence statistics), they failed to identify that shapes A and B, or B and C, were
related. While this is initially counterintuitive, this embeddedness constraint may be
highly adaptive; it limits the number of potential computations a learner performs.

Constraints need not absolutely limit learners from performing certain kinds of
computations. Some constraints simply bias learners to preferentially seek out one kind
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of relation, but these constraints can be overridden in the face of appropriate input. This
kind of “soft” constraint can be seen when learners are required to identify transitional
probabilities between non-adjacent items. Learners appear to preferentially identify
adjacent transitional probabilities; they only discover non-adjacent transitional
probabilities under certain conditions (e.g., Creel et al, 2004). But the nature of the input
can support learners’ ability to discover non-adjacent transitional probabilities. When
presented with three-item strings of the form “X-A-Y,” for example, the variability of the
middle element affects the likelihood of detecting the non-adjacent relation between X
and Y. When the A position has low variability (it is filled by only a few possible
exemplars), are less likely to detect the non-adjacent relationship. But when the A
position has highly variability, learners are more likely to detect it (Gomez, 2002).

Similarly, learners can be prompted to change their preference for the primitive
elements over which they attempt to characterize statistical relations. When presented
with a series of tones, there are two possible relations infants could compute: the absolute
pitch of each tone, or the relative pitch between tones (how much each tone moves up or
down in pitch compared to the previous tone). While young infants are sensitive to both,
they appear to preferentially rely on absolute pitch, at least when segmenting a tone
stream based on transitional probabilities (Saffran & Griepentrog, 2001). That is, when
both relative and absolute pitch cues are available, infants weight absolute pitch more
heavily. However, this preference is not absolute. If the characteristics of the input are
such that absolute pitch is less informative than relative pitch, infants will use relative
pitch to segment the tone sequence (Saffran et al. 2005).

3.4 How the characteristics of the learner influence statistical learning

So far, we have discussed the structure of input, and the nature of learning
mechanisms, as the factors that determine learning outcomes. But identical input to
identical learning mechanisms can lead to different outcomes as a function of the
characteristics of the learner. Once again, an example from food-aversion serves to
illustrate this point. Rats easily learn an aversion to tastes that precede nausea. By
contrast, rats do not easily learn an association between audiovisual cues and nausea
(Garcia & Koelling, 1966). Many species of birds, however, show a different pattern of
learning. Quail learn to avoid visual cues preceding nausea; this may be due to the fact
that many birds rely heavily on vision in their search for food (Wilcoxin et al., 1971).
The characteristics of the organism bias it to identify some relations in the environment,
and ignore others. In the remainder of this section, we will examine how the
characteristics of human learners influence statistical learning, with a particular focus on
information processing, perception, and, prior experience.

3.4.1 How information processing, perception, and prior experience influence statistical
learning

Statistical learning is considered to be a form of implicit learning, because
learners frequently seem unaware of what, if anything, they have learned (Saffran et al.,
1997; Stadler, 1992). However, even implicit learning can be affected by information
processing abilities, such as attentional control (e.g., Stadler, 1995), and statistical
learning is no exception (Baker et al., 2004). Infants identify statistical relations more
quickly in stimuli that hold their attention (Thiessen et al., 2005). And while statistical
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learning can proceed in the absence of focused attention, learners appear to be greatly
impaired when they are forced to divide their attention between two sources of input in
the same modality, such as speech and tones (Toro & Trobalon, 2005). In addition to
attention, working memory has been argued to play an important role in determining the
statistics which learners are able to detect (Newport, 1988).

The way in which a learner perceives the input also has a significant effect on
their ultimate learning. Consider modality as an example. When exposed to audio
stimuli, listeners are quite adept at identifying sequential regularities: A occurs, then B,
then C (e.g., Saffran et al., 1996a). When exposed to visual items, however, learners are
less adept at identifying sequential regularities. Instead, learners seem best able to detect
relations among items that co-occur simultaneously (Conway & Christiansen, 2005;
Saffran, 2002). Structurally, the relations can be identical across modalities — A can
predict B in both vision and audition — but perceptual modality affects how well learners
identify them. Perception has other, more subtle effects on statistical learning. One of
the earliest examinations of statistical learning (Hayes & Clark, 1970) noted that some
elements in an auditory stream are more salient than others, and this may influence
grouping. Subsequent research has supported this notion. For example, identifying non-
adjacent statistical relations is facilitated if there is a perceptual similarity between the
non-adjacent elements (Creel et al., 2004).

The relation between perception and statistical learning is bidirectional. Just as
perception affects statistical learning, statistical learning has an effect on perception (e.g.,
Maye et al., 2002; Werker & Tees, 1984). Indeed, statistical learning has been argued to
play an important role, not only in the development of speech perception, but also in the
development of visual perception (e.g., Fiser & Aslin, 2005). It is worth noting, though,
that infants are typically much more flexible in allowing input to shape their subsequent
perception. Adults, likely due to their greater previous experience, are much more
entrenched in their representations than infants (e.g., Iverson et al., 2003).

As the prior discussion indicates, another characteristic of the organism that
affects statistical learning is prior experience. What a learner knows affects what they are
subsequently able to learn. Consider word learning as an example. Any novel label
could, in principle, refer to any item in the current visual scene, or even to absent items
(Quine, 1964). One way to alleviate this problem is through repeated references to
words. The first time an infant hears a word, it may be in the presence of 4 items, A, B,
C, and D - and, as such, it may be ambiguous which item the word labels. But if the
infant hears the word a second time, in the presence of items B, E, F, and G, the
likelihood that the word refers to item B is greatly increased. Infants are sensitive to this
kind of cumulative statistical information in making word-object pairings (Yu & Smith,
in press).

In addition to using statistical information to identify word-object relations,
children simplify the word-learning problem because they have several biases or adaptive
assumptions (Markman, 1991). At least some of these biases may develop as a result of
children’s sensitivity to statistical information in their environment. One of these
assumptions is the shape bias: the assumption that words refer to categories of objects
with the same shape. The shape bias appears to develop as a function of children’s
experience (Landau et al., 1988). Consistent with this hypothesis, young children can be
trained to show the shape bias by exposure to new labels that refer to objects with similar
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shape (Smith et al., 2002). Samuelson (2002) argues that children develop the shape bias
in response to their experience with words in their language — essentially, they detect that
the words that they learn refer to objects with similar shapes. Learning regularities like
the shape bias, which constrain future hypotheses, occurs across several different
domains as a function of the statistical regularities in the input (Kemp et al., 2007).

While previous experience constrains subsequent statistical learning (e.g., Curtin
et al., 2005), these constraints are often adaptive, in that they are shaped by, and well
suited to, the characteristics of the input. Indeed, statistical learning, if it were not shaped
by previous experience, would be insufficient for many of the learning challenges a child
faces. For example, even though transitional probabilities have been widely investigated
as cues to word boundaries, transitional probabilities alone are not sufficient to identify
word boundaries in fluent, natural speech. Word segmentation is much more successful
when learners also incorporate phonotactic, rhythmic, and other acoustic cues (e.g.,
Christiansen et al., 1998; Thiessen & Saffran, 2003; Yang, 2004). Statistical learning can
help learners identify the function of these acoustic cues — for example, whether stress
signifies the beginning or the end of a word in fluent speech (Thiessen & Saffran, 2007) —
which then constrain subsequent learning. While this is a highly adaptive strategy, it
does come at a cost. Better adaptation to one environment often means being poorly
adapted to a different environment (e.g., Best & McRoberts, 2003). This idea of
adaptation to an environment has important implications for discussing change in
learning outcomes as a function of age.

3.4.2 The effect of age-related changes in constraints on language learning

Each of these organism-level constraints on statistical learning — information
processing abilities, perception, and prior experience — changes as a function of age. This
may help to explain one of the great puzzles of language acquisition: why it is that young
infants are more successful in acquiring language than adults (Johnson & Newport,
1989). This has been referred to as a critical, or sensitive, period, to emphasize the idea
that if a learner does not master language before puberty, they are unlikely to ever
achieve full linguistic competence. While at least some adult language learners achieve
native-like levels of fluency (Birdsong & Molis, 2001), a clear consensus in the literature
is that adults find it more difficult to acquire language than do infants and young children
(e.g., Bialystok & Hakuta, 1999).

This presents an apparent paradox for theories of language acquisition that
emphasize learning. Adults, like infants, are quite capable of statistical learning — indeed,
adults are often tested using stimuli that are more complex than what is typically
presented to infants (Fiser & Aslin, 2005; Saffran et al., 1997). If statistical learning is
critical to language acquisition, and adults can learn from the statistical structure of
linguistic input just as well as infants, why do adults have difficulty learning language?
One answer to this paradox is to assert that statistical learning plays, at most, a peripheral
role in language acquisition. Language acquisition, from this point of view, is
accomplished largely by mechanisms that are specific to language, and available only to
infants. Adults are unable to learn language as well as infants because they lack access to
these language-specific learning mechanisms (e.g., Chomsky, 1965).

An alternative approach to resolving this paradox is to argue that the constraints
on statistical learning change with development, as a function of the age and prior
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experience of the learner. One example of this approach is the entrenchment hypothesis:
that what adults have learned about their first language conflicts with their second
language, and makes language learning as an adult more difficult (e.g., Theakston, 2004).
Clearly, experience with the first language can interfere with second language processing.
However, the entrenchment hypothesis has some difficulty explaining why adults with
little to no prior experience with language — such as deaf adults exposed to sign language
for the first time — show impaired language development (e.g., Senghas, 2004).

A second example of the approach focusing on developmental changes in
constraints on learning is Newport’s (1990) “Less is More” hypothesis. According to this
hypothesis, infants are better suited to learning language because of their information
processing limitations, especially limitations on attention and memory. Adult language
learners’ errors frequently consist of what Newport (1988) has termed “frozen forms:”
utterances in which whole words or phrases are produced, without appropriate awareness
of their constituent words or morphemes. This may indicate that adults’ ability to
perceive and remember complex stimuli is actually too good. Adults’ superior
information processing abilities (Pelphrey & Reznick, 2003) may allow them to store and
process entire complex chunks of language, such as phrases. Young children, by
contrast, may be able to process and store only component parts of linguistic stimuli.
This may be advantageous, if it forces children to analyze language in appropriate
components, such as words rather than phrases, or morphemes (like plural —s or past
tense —ed) rather than whole words.

Evidence consistent with Newport’s (1988, 1990) Less is More hypothesis
includes research suggesting that adults actually acquire some aspects of language more
successfully when they are distracted (Cochran et al., 1999). Additionally, children are
more likely to regularize irregular linguistic productions, whereas adults are more likely
to reproduce them faithfully (Hudson Kam & Newport, 2006). Some computational
modeling suggests that learning language is facilitated when early exposure to the
linguistic system is limited to simpler input, which children’s processing limitations
might accomplish (EIman, 1993; but see Rohde & Plaut, 1999). Indeed, a variety of
experimental data suggests that some of the most substantial changes in linguistic
behavior can occur when learners are unaware of what they are learning (e.g., Kaschak,
Loney, & Borregine, 2006; Reber & Lewis, 1977). This is often the case with children,
but less clearly true of adults Though much research remains to be done to understand
age-related changes in language learning outcomes, the Less is More hypothesis
illustrates an important point. Infants and adults exposed to the same input may
internalize very different representations over which to perform statistical computations,
as a function of their prior experience, information processing skills, and perceptual
abilities.

3.5 Conclusion

Statistical learning appears complex — it requires a sophisticated memory system
that tracks, at least approximately, frequency, distribution, and co-occurrence. With a
plethora of statistics available in the environment, one might expect learners to be
overwhelmed by the wealth of information, especially infant learners. Fortunately,
infants are able to integrate these different statistics as they learn about their native
language, rather than being overwhelmed. Consider stress as an example. Stressed
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syllables are louder, longer, and higher pitched than their unstressed counterparts. Older
infants and adults exposed to English use stress as a cue to word boundaries (e.g.,
Jusczyk et al., 1999). This is an adaptive strategy, as most content words in English
begin with a stressed syllable (Cutler & Carter, 1987). But how do infants discover that
stress is a useful cue to word boundaries, from their exposure to English?

Thiessen and Saffran (2003) proposed that statistical learning plays an important
role in this process, in a variety of different ways. When transitional probabilities and
stress cues to word boundaries are placed in conflict, 6-month-old infants follow
transitional probabilities, rather than stress cues (Thiessen & Saffran, 2003). It may be
the case that transitional probabilities are one of the earliest cues that infants use to
segment words from fluent speech (cf. Kirkham et al., 2002). If so, then the words
infants segment from fluent speech via transitional probabilities could provide them with
experience with lexical forms, from which they could identify the relation between stress
and word position. Learning the association between stress and word position is, in turn,
a statistical learning problem — although it entails different statistics than transitional
probabilities. From lexical forms, infants can detect a correlation between lexical stress
and word onsets. This is a co-occurrence statistic, rather than a transitional probability.
Experimental results indicate that infants can indeed learn correlations between stress and
word position from exposure to words in which there is a regular correlation between
stress and word position (Thiessen & Saffran, 2007).

As learning to use lexical stress as a cue to word boundaries indicates, learning
can require infants to detect different kinds of statistics. In the case of lexical stress,
transitional probabilities help infants identify word boundaries, and co-occurrence
statistics highlight where, in the newly discovered words, stress is occurring (Thiessen &
Saffran, 2007). Learners —whether they are infants, adults, or animals — must flexibly
integrate varying kinds of statistical information, both in brief learning episodes and over
a lifetime of experience. No single statistic will provide enough information to identify
the structure of input as complex as language. The fact that statistical learning has been
implicated in infants’ learning about many different aspects of language, including
phonotactic structure (Chambers, Onishi, & Fisher, 2003), prosodic structure (Thiessen &
Saffran, 2007), word meaning (Yu & Smith, in press), phrase structure (Morgan, Meier,
& Newport, 1989), and the grammatical class of words (Mintz, 2002), indicates that there
IS much more to statistical learning than transitional probabilities.

3.6 Suggestions for future reading

Bialystok, E., & Hakuta, K. (1999). Confounded age: Linguistic and cognitive factors in
age differences for second language acquisition. In D. Birdsong (Ed.), Second
Language Acquisition and the Critical Period Hypothesis, pp. 161-181. Mahwah, NJ:
Lawrence Erlbaum.

Elman, J.L., Bates, E.A., Johnson, M.H., Karmiloff-Smith, A., Parisi, D., & Plunkett, K.
(1998). Rethinking Innateness. Boston: MIT Press.

Pinker, S. (1994). The Language Instinct. New York: HarperCollins.

Saffran, J.R., Aslin, R.N., & Newport, E.L. (1996). Statistical learning by 8-month-old
infants. Science, 274, 1926-1928.
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